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Welcome

Thank you for coming to the cake talk, I hope you enjoy the
“blondies” which I (ahem) have baked for you!
Might be too late to mention this but they have peanuts in them.
Don’t eat them if you have a nut allergy. You know what I’m
talking about.



Introduction

Some of you may have seen my colloquium which was partly about
segmenting podcasts...
This is all very much a work in progress, most of it done in the last
week or so. I am very interested to hear opinions about how we
can turn it into a more Machine Learning oriented project, or any
suggestions at all.



Recap

I We are interested in segmenting radio shows into tracks

I Why do we want to do this? (Some people say I’m obsessed)

I First of all we do feature extraction on the radio shows

I We take one second feature vectors, each 44100 samples in
length

I A 2 hour show is about 7200 feature vectors

I On each feature vector we do an Autocorrelation which looks
for periodic (repeating) signals



Autocorrelation

The discrete autocorrelation R at lag j for a discrete signal xn is

Rxx(j) =
∑
n

xn xn−j . (1)



Autocorrelation 2

I Very cool tool in time series analysis!

I Autocorrelation is the cross-correlation of a signal with itself.

I It is the similarity between observations as a function of the
time separation between them.

I Can find repeating patterns buried in noise.

I More suitable for our project than the STFT (Short Time
Fourier Transform).



Autocorrelation for one second

This is for one second of information. The peak in the middle
represents the repetitive beat in the (dance) music tune. Just over
2 of them occur every second.



Autocorrelations over time (my feature set)

This image shows a 5 minute interval showing autocorrelations of a
Progressive Trance music tune. The BPM can be calculated as

130.5bpm i.e.

(
1

20280
44100

)
· 60. BPM is one of the main distinguishing

factors between sub genres of EDM!



What about the STFT?

Before I tried the X-corr features, I tried ones based on the DFT
(Discrete Fourier Transform):
X (m, ω) =

∑N−1
n=0 x [n]w [n −m]e−jωn where the window function

w was hamming: w(n) = 0.54− 0.46 cos
(

2πn
N−1

)
.



What about the STFT (2)... a closer look

It’s possible to get results with the STFT, but I found they were
initially not as good. The problem is that these songs all seem to
have the same spectrum! The signal-noise-ratio is a killer. Getting
useful spectral information requires a lot of discretization and
filtering.



What about the STFT (3)?

We take the means and the variances to get a clearer picture but
at the cost (yet again) of time resolution. This is windowed at 200
STFTs. Finally a pattern emerges. All the features are too
self-similar though (all have a lot of bass content).



What about the STFT (4)?

There are lots of feature extractors that are designed to work in
the frequency domain (or bands within) i.e. Spectral Centroid,
Spectral Bandwidth. Again I didn’t get brilliant results here
because so much filtering and post processing is required.



What about the STFT (5)?

There are lots of feature extractors that are designed to work in
the frequency domain (or bands within) i.e. Spectral Centroid,
Spectral Bandwidth. Again I didn’t get brilliant results here
because so much filtering and post processing is required.



What about the STFT (6)?

This was the best result I could achieve with DFT features after a
lot of filtering.



Now we have this feature matrix...

I What do we do with it?

I My first idea was to discretise the data and build regression
models from the windows. For some reason this was a
disaster.

I I always envisioned a similarity matrix with some nice squares
down the diagonal representing the songs.

I I generated a similarity matrix using obvious methods i.e.
euclidean distance or simply the cosines (dot products) after
normalizing the features.



Housten, we got a problem

I There was an issue with everything being similar to everything
else.

I We largely addressed this by applying 2d convolution kernel
filters (specifically circular averaging i.e. blurring and then
edge detectors) to the feature data.



LoG

∂

∂x
Gσ(x , y) =

∂

∂x
e−(x

2+y2)/2σ2
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2+y2)/2σ2



Gaussian Blur

G (x , y) =
1

2πσ2
e−

x2+y2

2σ2



Applying convolution filters

This is the same 5 minute sample of audio as shown at the
beginning of the presentation. I have binned the lags (60 per bin)
to show a clearer image of what the filters achieve.



Applying convolution filters (2)

In this image the filters have been applied.



Full XCORR space for a 2 hour show

Full show with track indexes marked off.



Another look at the cosine matrix

Critically; now we see red squares up the diagonal and not so much
similarity between different tracks. This is now a good basis to
work from. We need to come up with an algorithm to fit or
“segment” the tracks.



Playing with the parameters on the filters (1)

In this one we stretch the X component of the edge detection
massively. Playing with the parameters can make the images more
intelligible and sometimes make you see things you wouldn’t have
noticed before.



Playing with the parameters on the filters (2)

Low filtering, good precision but low intelligibility.



Playing with the parameters on the filters (3)

High filtering (60 horizontal on edge detection, 5x5 Gaussian)



Best result I got with DFT features...

I heavily filtered the DFT space to accentuate the horizontal lines
(constant tones over time) and remove the noise in between. I
filtered away any lines that were pervasive and thus didn’t
distinguish tracks.



Corresponding DFT feature matrix

Not bad results, apart from one track which didn’t show up. The
track borders are not clear though and this is a big issue.



A tough example

When does one song end, and another begin? How can we solve
this problem? Here we see a long transition between 2 tracks.



How to fit the tracks

I We tried k-means clustering. The results were encouraging i.e.
the cluster boundaries often were song boundaries, but the
clusters were not contiguous in time because of dips in the
songs.

I The ideal would be to find an Machine Learning approach to
this problem, but one is not immediately obvious

I The most natural solution seemed to be an optimization
problem formulation.



Thought process...
We model every possible second sequence of tracks down the
diagonal ti ∈ {1, 2, 3, . . . ,N} ∈ T ∈ T̂ where N is the number of
seconds in a podcast. T is the a sequence of tracks, T̂ is the set
of all possible legitimate sequences of tracks. |T | is given. Some
constraints;

I Tracks must be contiguous ∀i ∈ 1, 2, . . . |t|, ti = ti + 1 + 1

I Tracks must all be at least one second in length
∀t ∈ T , |t| ≥ 1

I Tracks must span the entire range of the podcast
t1 = 1, t2 = N

We have a score matrix SCsl where s ∈ {1, 2, . . . ,N} is the start
index in seconds, and l ∈ {1, 2, . . . , 15} is the track length in
seconds.

∀T ∈ T̂ , ∀t ∈ T , ∀l ∈ {1, 2, ...15}
∑
∀t∈T

SCt1,l → min
T



Cost Matrix

How do we cost a track?

I We thought the 2d area values summed up would be a good
idea. This concept alone encourages alignment and should
give a good result.

I We use the sum of the cells of the cost matrix C , where
C = 1− S and S is the symmetric cosine similarity matrix
previously discussed.

Ci ,j ∈ [0 , 1]

. So

SCsl =
l∑

i=s

l∑
j=s

Ci ,j



Sounds good, but how do we solve the optimization
problem?

I Turns out there are about 1063 possible solutions
(N−1
M−1

)
(where M is the number of tracks) for a typical instance of
this problem i.e. 7200 seconds, 23 tracks. It would probably
take all the computing power in the world to solve it if you
had a naive implementation!



Enter dynamic programming

I Dynamic programming is a method for solving complex
problems by breaking them down into simpler subproblems

I It is applicable to problems exhibiting the properties of
overlapping subproblems

I The key idea behind dynamic programming is quite simple. In
general, to solve a given problem, we need to solve different
parts of the problem (subproblems), then combine the
solutions of the subproblems to reach an overall solution.
Often, many of these subproblems are really the same.

I The dynamic programming approach seeks to solve each
subproblem only once, thus reducing the number of
computations. This is especially useful when the number of
repeating subproblems is exponentially large.

I If you break down the set of possible track alignments, there
is a huge intersection of identical solutions.



Dynamic programming formulation

We create a new matrix Vt,m where t is time, m is the number of
tracks - “the best cost to fit m songs at time t”. And P(t,m) is
the # seconds to the end of the previous song in the best partition.

Vt,1 =
N∑
i=1

N∑
j=1

Ci ,j

Vt,m+1 = min
s≤t

Vs+1,m +
N∑
i=s

N∑
j=s

Ci ,j

A(ss, tt) = A(11, tt)− A(11, ts)− A(11, st) + A(11, ss)



Initial results

Pretty good!



Edge cases (1)...

When the end of the track is not like the beginning.



Edge cases (2)...

When the predicted track is too large for the song



Edge cases (3)...

When the predicted track is too small for the song



Improving the score matrix

With these edge cases in mind we can improve the cost matrix
with some heuristics.

I Lessening the cost if the tracks end is similar to its beginning

I Increasing the cost if a track becomes too large

I Increasing the cost if a track becomes too small

I etc..



Heuristic tuning (1)...



Heuristic tuning (2)...



Heuristic tuning (3)...



Heuristic tuning (4)...



Heuristic tuning (5)...



Moving forward

We have been thinking about some routes forward...

I Rather than take only the min solution, imagine we drew all
the possible solutions on the image with opacity a function of
the solutions’ loss (distance from the perfect solution). This is
a kind of Bayesian approach and would give us some
confidence about the best track layout.

I Better score function for a track. We could for example use a
supervised learning approach i.e. train an SVM model to
classify whether or not we think a track is a track.

I Spectral clustering has been mentioned... (Chris Watkins)



Thank you very much!

Thanks for listening
tim@cs.rhul.ac.uk
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